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FPGA, GPU, GPU yu MGU

Mixaenb Yiitrepcnpot (Michaél Uyttersprot), Avnet Silica

MopuHbTe y CBiT anapaTtHoro 3a6e3neyeHHs NS LWITY4YHOrO iHTe-
nekry. Crarra NPONOHY€E rMMOGOKUI aHAJI3 YOTUPbLOX KJIOYOBUX
TUNIB NpouecopiB Ansa cucrem WiTy4yHoro uHrtenekTy (LUI). AisHaii-
Tecq, yomy FPGA ipeanbHo nigxoaaTs Ang 3aBAaHb 3 HAQHU3bKOIO
sarpumkoio, GPU 3anuwiaioTecs KOPONIMmMU HOBUYGHHS mozeneu,
a cyuyacHi CPU 3 interposaHumu NPU ta mikpokoHTponepu ans
TinyML BipkpuBaioTh epy edpeKTUBHOro LUTYYHOro iHTEeNeKTy Ha
nepudepii. ABTOp cTATTi HABOAUTb CBOi €KCNEepPTHi BUCHOBKM LLOA0

KO)>XHOro Tuny npouecopie ansa LUI.

POrPAMOBaHi noriuni matpuui (Field-

programmable gate arrays, FPGA)
MaloTh Gesniy nepesar Ans 30CTOCYBAHHS
y cdepi wryyHoro intenexty (LUI). A ak
rpadiuni npouecopwn (Graphics Proces-
sing Units, GPU) Ta TpapmuiiHi ueHTpans-
Hi npouecopw (Central Processing Units,
CPU) MOXHQ NopiBHATH Mixk cOBOI02

TepMiH «LWTYYHMIA (HTENEKT» O3HAYAE
HEMOACBKUA, MALLUMHHWUKA IHTENEeKT, 34aT-
HUMA NPUIAMATU PilLEHHS NOAIOHO 00 Mio-
avhn. Lle Bknioyae B cebe 3paTHicTh o
CYIKEHHS, PO3AyMiB, OAANTALIT TA iHTEH-
WiHOCTI (POpMyBAHHS HAMIpIB).

Hoewit seit Komicii OOH 3 Toprieni Ta
possutky (UN Trade and Developmen,
UNCTAD) nporHosye, Wwo CBiTOBMit prHOK
WITYYHOrO iHTenekTy 3pocrte 3i 189 minbap-
nis nonapis y 2023 poui go 4.8 tpunsiio-
Ha ponapis y 2033 poui, Wo cTaHOBUTL
25-kpaTHe 36inblLEHHA NuWwe 30 AecaTb
pokis. 3rigHo 3 monosigal, onybniko-
BAHOW kOHcantuHrosow ¢ipmoo PwC,
no 2030 poky mo6ansbhui BBI, ak ouiky-
eTbes, 3pocte Ha 14 % 3aBaskm WTyyHOMY
HTENEeKTy, NPUYOMY HANBINbLIMIA EKOHO-
MiuHMi npupicT nporHosyeTtscs B Kutai ta
[TisHiynin Amepuui.

3aranbHui puHok cuctem LU oxonnioe
LUIMPOKMM CNEKTP BAPIAHTIB 30CTOCYBAHHS,
BKIIIOYQIOYM OBPOBKY NPMPOAHOI MOBM
(Natural Language Processing, NLP),
pob6OTU30BAHY OBTOMOTM3ALIKD MNpoLe-
CiB, MALIMHHE HOBYAHHSA TA MALIMHHMA
TexHiuHui 3ip. LLTyuHuit iHTenekT weunako
BNPOBAMXYETLCA B PI3HMX TQy3sX Mpo-

Ay

MUCMIOBOCTI TA CMPUAE HACTYMHOMY 3HAY-
HOMY TEXHOMOMYHOMY CTPUOKY, NoaibHO-
My 0O MOSIBM MEPCOHANbHUX KOMM IOTepiB
TA CMAPTQOHIB.

LLTyuHmit iHTenekT nepetsopwuscs 3
MOAHOTO TEPMIHO HA  GYHAAMEHTOMb-
HY TEexXHOMOTrilo. HesanexHo sig Toro,
un mpetecs npo redepatusnmi LI, wo
CTBOPIOE KOHTEHT, KOMMN IOTEPHMUIA 3ip, WO
IHCMEKTY€e 30aBOACHKI MiHIi YM OBTOHOMHI
TPOAHCNOPTHI 30CO6M, WO PYXAOTbCH B
TPAHCMOPTHOMY MOTOLj, NMPOrpaMHe 3a-
663HequHﬂ € HACTINbKU X MNOTYXHWM, HO-
CKinbku MOTY>XHWM € anapaTHe 3abesne-
UEHHSI, HO IKOMY BOHO MPALLIOE.

Xoua WTy4HWI IHTENEKT NOKNA[AETLCS
HO QNrOPUTMM, CaMe anapaTHe 3abesne-
ueHHs € Moro Bysbkum micuem. Cboroami
30BAAOHHA iHXEHepiB MNONArae He nuwe
B TOMY, Y4 MOXE LEH UMM MPALIOBATH
3 LI, a # y Tomy, 4m MOXe BiH NpALIOBATH
edpeKTUBHO, 3 NOTPIBHOIO 3ATPUMKOIO | B
MEXAX [JO3BOSNIEHOTO EHEPrOCMOXMUBAHHS.

Tpu TpaamuinHi koHkypeHtn, FPGA,
GPU i CPU, esoniouioHysanu, i g0 Hmx
npueaHanacs vetsepta kateropis, NPU

(Neural Processing Unit), ska crana oc-
HOBHUM HaMpamkom (memHcTpimom). Oce
SK BOHM MOPIBHIOIOTLCA AN CYYACHMUX BAPI-
QHTIB 3aCTOCYBAHHS B cuctemax LU

FPGA

CneuianizoBaHi npucrpoi
3 HU3bKOIO 3aTPUMKOIO
i BenuKolo KinbKicTio garumkise

[MporpamoBaHi noriyHi  MaTpuui —
e TUN iHTErpanbHUX CXem i3 MpOorpamo-
BAHOIO QMNAPATHOIO CTPYKTYpoto. BoHu
BiLPI3HAIOTECS Bif rpadiuHMx npouecopis
TA LEHTPAnbHUX NPOLECcopiB  TUM, WO
YHKLIOHANbBHI CXeMu BCepeauHi npoue-
copa FPGA He € xopcTko s3adikcoBaHm-
mu. Lle nossonse nporpamysatit Ta OHOB-
niosatn npouecop FPGA 3a notpebu.
Takox ue Aa€e PO3POBHUKAM MOXIUBICTb
CTBOPIOBATU HEMPOHHI Mepexi 3 Hyns Ta
CTPYKTYPYBATM MNPOTrPAMOBQAHI  JIOTiYHI
MaTpuui TaK, WwWo6 BOHK HOMKPALLE Bigno-
BILANM IXHIM nOTPEBAM.

MoxrnueicTb nmepenporpamMyBaHHs Ta
pekoHdirypauii apxitektypu FPGA Hapae
iCTOTHI mepesarv ans chepu LTYYHOro
iHTenekTy, KA MNOCTIMHO PO3BMBAETHCH,
LO3BOMSHOUM PO3POBHUKAM LUBUAKO Tec-
TYBOTM HOBI TQ BAOCKOHQMEHI QNTOPUTMM.
Lle sabesneuye 3HOYHI KOHKYpPEHTHI me-
PEeBAru 3aBASKM NMPUCKOPEHHIO BUXOAY HA
PMHOK TA €KOHOMIi KOLITIB, OCKINbKM YyCy-
BAE HEOOXiOHICTb PO3POBKM Ta BUMYCKY
HOBOTO OBNAAHAHHS.

MporpamoeaHi noriyHi matpuui 3abes-
nevyytTb NOEfHAHHA LLIBM,E[KOCTi, MOXINNBO-
CTi NPOrPAMYBAHHS TA THYYKOCTI, WO ne-

3apomxerns wryyHoro iHtenexty (LLIl) Ta vioro tepmiHonorii moxHa nos ‘a3arm
3 nporpamoro Logic Theorist, crBoperoro pocnigrmkamm AnneHom Hetoenom (Allen
Newell), Knippom Loy (Cliff Shaw) ta lepbeprom Casimorom (Herbert Simon)
y 1956 poui. [Nporpama Logic Theorist 6yna pospobneHa ans imitauii 3BATHOCTI J1to-
AuHK BUpiLLYyBaTH npobnemu Ta ginarcysanacs kopnopauielo RAND (Research and
Development). Logic Theorist BBaxaeTscs nepwoio nporpamoro 3i LU i 6yna npea-
crasneHa B 1956 poui Ha NiTHLOMY JOCTIBHULLKOMY MPOEKTI 3i LUTYYHOTO IHTENEKTY
(DSRPAI) 8 JaptmyTcekomy konemxi, wrat Hewo-lemniump.
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PETBOPIOETLCA HA edEKTUBHICTL POBOTH
30BASKM 3HMXKEHHIO BUTPAT i CKNAAHOCTI,
BNACTMBMX PO3POBbLI  CreuianisosaHmx
iHTerpanbHux cxem (Application-Specific
Integrated Circuits, ASIC).

OcHogHi nepeBaru FPGA:

e BigmiHHa npopykTHBHiCTL 3i 3MeHLe-
Hoto 3atpumkoto. FPGA sabesneuy-
IOTb HW3bKY 3ATPMMKY, O TAKOX Ae-
TepmiHoBaHy 3atpumky (Deterministic
Latency, DL). HdetepminosaHa 3a-
TPUMKA 9K Momenb Oyme noCTiHO
reHepyBaTM OOHAKOBMI pPE3ynbTaT
i3 No4aTKoBOro CTaHy ab0 3aAAHMX
noyatkosux ymos. [HetepmiHosaHa
30TpumKa 3a6esnedye BifOMMI uYac
BIAryKY, WO € KPUTUYHO BAXKIMBUM ANs
6araTbOX 30BAAHL i3 KXOPCTKUMMK Tep-
MiHOMK BUKOHaHHS. Lle pae moxnu-
BiCTb weuale BMKOHYBATKM 3ABACGHHA
B PEXMMI PEeanbHOro 4acy, Taki §K
PO3Mi3HABAHHS MOBM, MOTOKOBE BiA€O
TO PO3MI3HABAHHS PYXY.

o EkoHomiyHa edekTueHicts. FPGA
MOXHQO MepenporpamyBaTH micna ix
BUIOTOBNEHHS Ans POBOTH 3 PI3HUMM
TUNOMM OAHUX TA BUKOHOHHSA pi3Hl/IX
dyHKUiM, wo 3abesnedye peansHy
BUrOAY NOPIBHAHO 3 HeobXigHiCTIO 3a-
MiHWM NPUCTPOIO AN HOBOTO 3QBAAH-
HA HOBMM Ob6nagHaHHAM. [HTerpyoun
IOOATKOBI MOXJIIMBOCTI, TAKi K KOH-
Beep 06po6KkM 306PAXKEHD, HO OMH i
TOM CAMMIA 4K, PO3POBHMKM MOXYTb
3MEHLUMTM BUTPATH TA 30OLWAANTH
nNPOCTIP HA MNNATi, BUKOPUCTOBYIOUM
FPGA He Tinbku Ana LWITYYHOrO iH-
TEenekTy. TPUBAMMI XKMUTTEBUIA LMKI
FPGA moxe 3abesneuntn nigeuile-
HY KOPWCTb [ANs MEBHOro pPilleHHs,
AKQ BUMIPIOETLCA POKamm a6o HaBITh
necatunittamu. Ll xapakrepuctuka
pO6MTb iX ineanbHMMKM AN BUKOPMU-
CTAHHS B MPOMMCIIOBOCTI, A€pPOKOC-
MiuHii ranysi, 060poHi, MeauumHi Ta
HQ TPAHCMOPTI.

e EneproedektusHicts. FPGA Hagaiots
PO3POBHUKAM MOXIIUBICTb TOYHO HQ-
NAWTOBYBATM aAnapaTtHe 3abesnedeH-
HA BIANOBIAHO 0O NOTPE6 KOHKpPET-
HOrO 30CTOCYBAHHS. Bukopucranhs
TAKMX IHCTPYMEHTIB po3pobku, sk INT8
KBAHTYBAHHSI, € €PEKTUBHUM METOLOM
onTUMI3aLiil PPENMBOPKIB MALLMHHO-
rO HOBYOHHS, Takmx gk TensorFlow i
PyTorch. INT8 ksaHTyBQHHS TQKOX ACE
XOpPOLWi pPe3ynsTaTi Ans AndpaTHUX
IHCTPYMEHTANbHUX 3aCOBIB, TAKMX AK
NVIDIA® TensorRT i Xilinx® DNNDK.
Lle noscHioetbea tvm, wo INT8 suko-
puctosye 8-6iTHi uini YMCNa 3aMIiCTb
Yncen 3 PyXOMOIO KPAMKOKO i Linoym-
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cenbHy MATEMATUKY 30MICTb MOTEMO-

TUKM 3 pyxomoto kparnkoto. [Mpasunb-

He sukopuctarHs INT8 keanTyBaHHA

MOXE 3MEHLUMTU BMMOMM O Nam'sTi

TG OBYUCTIOBANBHOT MOTYXHOCTI, WO

LO3BOMIAE CKOPOTUTU BUKOPUCTAHHS

Nam’aTi TO NPOMYCKHOT 34ATHOCTI HA

75%. Lle moxe BMSBUTUCA KPUTMYHO

BOXKIIMBUM IJ151 3AA0BOSIEHHS BUMOT [0

eHeproedeKkTMBHOCTI Yy BMMOTIUBKX

BAPIAHTAX 3ACTOCYBAHHS.

FPGA MoxyTb mapanenbHo BUKOHY-
BATH Kinbka dyHKLM | HOBITb NPU3HAYATH
HYACTUHU MiKpOCXeMM ong BUKOHAHHA cne-
undiuHMX bYHKLM, WO 3HAYHO MiABULLYE
edekTUBHICTL poboT Ta eHeproedek-
TMBHICTb. YHikanbHa apxitektypa FPGA
PO3MilLyE HeBenuki 06’emn posnoaineHoi
nam’saTti 6esnocepeaHbo B CTPYKTYpPI, Ha-
Gnuxatoun ii go npouecopa. Lle smeHwye
30TPMMKY i, WO Le BOXIMBILIE, MOXE
3HU3UTU EHEeProCnoOXMBAHHSA MOPIBHAHO
3 apxitektypoio GPU.

BucHoBOK ekcneprta

FPGA esoniouioHysanu B «anantmeHi
cnctemmn Ha kpuctani (SoC)». Ha sigminy
Bifl IHLWMX MIKPOCXeM, A€ Wnax nepepa-
yi panux € dikcosanmm, FPGA posso-
NSIE NepenporpamMyBaTH ANAPATHY CXEMy
BINOBIAHO [O BALUOI KOHKPETHOI mMogeni
LUTYYHOTO iHTENEeKTY.

Boru Havikpalye nigxopats gns:

e  pPOBOTOTEXHIKM TA MPOMMCIIOBI QBTO-
MaTM3aLi: KONK faHi HaaxoasTs besno-
cepeaHbo Big aatumkis (kamep, LIDAR)
i noTpebytoTb HeranHoi 06pobku;

®  KPUTUYHO BAXIMBMX NEepuPepinHmMx
cuctem (Edge): BapiaHTis sactocysan-
HS, WO BMMAraloTb LETEPMIHOBAHOI
3ATPUMKM (FrAPAHTOBAHOTO YACY BiAry-
Ky), TQKMX Ik QBTOHOMHI rQnbMIBHI CUC-
Temn abo xipyprivHa pobOTOTEXHIKA;

e iHTerpauii 3i CTOPUMM CUCTEMOMM: Mif-
KIMIOYEHHA Cy4ACHUX Mo,u,eneﬁ LTYY-
HOro iHTenekTy A0 3acTapinux, cne-
LIaNbHO PO3POBNEHUX MPOMMCIOBKX
po3’emis.

Migcymox

Mepesara? FPGA npononyiots «no-
ToKOBY» apxitektypy. Y Tom yac sk GPU
abo CPU noewuHHi yekaTh, nokm AaHi 3a-
noBHATL Bydep nam’sti nepes 06pobkoto
(naketHa o6pobka), FPGA moxe obpo-
GNsTU AAHI Nikcenb 3a nikcenem y Mmipy ix
HaaxomkeHHs. Lle npussoamts no makcu-
ManbHO HM3bkOi 3aTpumkn. Cyyachi npu-
ctpoi (wanpuknaa, cepis AMD Versal™)
Tenep MicTsTb «3axuweHi»  (hardened)
mexanismu LI (Al engines) nopsa is npo-
FPAMOBAHOIO MOTIKOIO, MPOMOHYIOUM HA-

Kpatlue 3 060X CBITIB: BUCOKY MATEMATHUHY
NPORYKTMBHICTL i rHyukuit Beig-susig (I/O).

Komnpomic? [na ix nporpamysaH-
Ha NOTPi6HI crneuianbhi sHanHa (VHDL/
Verilog), xoua HoBiWwi iHCTPpyMeHTM (Ha-
npuknag, Vitis Al) gossonsioTs pospobHu-
KOM MPOrPAMHOrO 3a6e3neyeHHs OpieH-
tysatuca Ha FPGA sa ponomorowo C++
abo Python.

GPU

YemnioH y BaXkkil Basi 3 HOBYAHHS
TA NPONYCKHOI 3AAaTHOCTI

lpadiuHi npouecopu cnoyaTky Gymu
PO3PO6EH! ANst BUKOPUCTAHHS NPU CTBO-
peHHi KoM toTepHOI rpadiku, HABYAMb-
HUX CepefoBULL BiPTYQNbHOI PEanbHOCTI
Ta Bigeo, fki r|0Tpe6yr0Tb cKNapHMx ob-
YUCIEHb | MOXITMBOCTI POBOTH 3 UMCIOMM
3 PYXOMOIO KPAMKOIO A MCMIOBAHHS re-
OMETPUYHMX 06’ €KTIB, OCBITNEHHS TA K-
BuHK konbopie. Ons ycniwHoro dyHkuio-
HYBQHHS LUTYYHOTO iHTENEKTy HeobxiaHa
3HAYHA KiNbKICTb AGHMX AN QHANI3y Ta
HasuyaHHA. Lle Bumarae sHayHoi obunc-
MIOBANBHOI MOTYXHOCTI ANS BUKOHOHHS
anroputmie LUI Ta nepemiwerHs senmkmx
obcaris gannx. GPU moxyTb BUKOHYBATH
Ui onepauii, OCKifbKM BOHWM CnewuianbHO
po3pobneHi ans Wenakoi obpobkM Benm-
Knx 06’ €MIB LAHMX, LLLO BUKOPHUCTOBYIOTLCS
N8 PEHOEPUHry Bigeo Ta rpadikm. 3as-
OSKM CBOIM MOTY>XKHUM OBYMCIIOBANBHUM
MOXITMBOCTSIM BOHM CTONIM MOMYNSPHUMM
B 06NACTI MALWMHHOTO HABYAHHS TA LWTYY-
HOrO iHTEenekKTy.

GPU pob6pe nioxoasats ana napanens-
HOi 06pobkM, aka nepenbayae oaHOYacC-
HE BMKOHQHHS BEMIMKOT KinbkOCTi apupme-
THuHKX onepauiit. Lle sabesneuye sHaune
MPUCKOPEHHs B 30404OX 3 MOBTOPIOBA-
HVMW HOBAHTOXEHHSAMM, AKi BUKOHYIOTHCS
weunako nocnigosHo. Uinn Ha GPU mo-
XyTb 6yTH Binbll KOHKYPEHTOCMPOMOX-
HWUMM, HIX HO iHLWI PIilIEHHS, a CepenHin
TEPMIH ekcrinyaTauii rpadiyHoi KapTH cTa-
HOBMWTbL N'ATb POKIB.

[MpoTe, BUKOPUCTAHHS WTYYHOTO iHTE-
nekty Ha GPU mae csoi obmexenns. GPU,
9K NpaBuno, He 3abesnevyioTb TAKOT X
NPoAyKTUBHOCTI, ik Mikpocxemu ASIC, aki
cneuiansHo pPo3pobneHi Ans BUKOPUCTAH-
HA B cucTemax wryuHoro intenekty. GPU
306e3neuyloTb 3HAQYHY OBUYMCIIIOBANBbHY
MOTYXHICTb, Qne 30 PAXYHOK eHeproe-
EKTUBHOCTI TA TEMOBMAINEHHs. Tenno-
BUOINEHHA MOXE CNPUUMHUTM Npobremu
3 [IOBFOBIYHICTIO CMCTEMM, MOTIPLUXTM NPO-
LYKTMBHICTb TO OBMEXMTU TUMK POBOUMX
cepenosuil. MoxnuBiCTe OHOBREHHS ar-
FTOPUTMIB LUTYYHOrO IHTENEeKTy Ta AOAC-
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BAHHSA HOBUX YHKUIM TAKOX HE MOXHQ
nopisHaTh 3 npouecopamu FPGA.

BuCHOBOK ekcnepTa

Cnoyatky pospobneni ans irop, GPU
€ [BUIYHOM Cyd4acHoro Bymy reHepaTus-
Horo wTyuroro intenexty (LUI). Txus apxi-
TEKTYPA CKIAAAETLCA 3 TUCAY MANEHbKMX
A0ep, MPU3HAYEHWMX ANS OLHOYACHOTO
BMKOHAOHHS MAPANENbHUX MATEMATUUHUX
onepauin.

Bonu Havikpalle nigxoaats ans:

e naBuaHHA mopeneit (Model Training):
NPAKTUYHO BCi MOAENI LUTYYHOTO iHTe-
NEeKTYy «HABYAKOTLCA» HA BEJIMHEIHUX
knacrepax GPU y xmapi;

e xmapHoro indepency (Cloud Inferen-
ce): 3anycky BENMYE3HMX MOBHUX MO-
nenei (large language models, LLM),
Takux sk GPT-5, cepis Google Gemi-
ni, Anthropic Claude Opus 4.5 abo
Mixtral, ans ogHouacHoro o6cnyrosy-
BOHHS TUCAY KOPMCTYBAIB;

®  BUCOKOTEXHOMOTIYHMX MepudepinHmx
npuctpois (High-End Edge): asto-
HOMHUX TPAHCMOPTHMX 3acobis, Aki
NOBKHHI OBPOBAATU BENMYE3HI MACK-
BM BIEOAAHWX HE3ANEXHO Bif eHep-
rOCNOXUBAHHA.

lMigcymok

[Mepesara? [lponyckHa 3aQTHICTb
(Raw Throughput). Konn notpi6Ho obpo-
6naT BENMYesHi macuen aaHux abo re-
HEPYBOTM TOKEHW 3 BMCOKOIO LIBMAKICTIO,
GPU He mae cobi pishmx. Ekocncrema
nporpamHoro 3abesneueHHs (Hanpuknaa,
NVIDIA CUDA, ROCm) takox € HainbinbLu
3pINOIo, WO CNPOLLYE NEPEHECEHHS MOAE-
new 3 LOCNioXEHb Y PEANbHICTb.

Komnpomic? EneprocnoxwusanHsa Ta
tennosuainerts (Power and Heat). GPU
€ eHeproemHumu. na npomucnosmx npu-
CTpoiB, Wo npauwioTs Big 6atapen abo
6e3 BEHTUNATOPIB, BMCOKOMNPOMYKTUBHMMA
GPU yacto € 3aHaATO rapsaumm i eHepro-
EMHUM, W06 BYTU NPUAHATHUM BAPIAHTOM.

CPU + NPU

«Al PC» Ta edpexkTuBHi nepudepiini
o6uucneHHs (Efficient Edge)
LleHTpanshuit npouecop — ue cram-
LAPTHWIA MPOLECOpP, SKUA BUKOPUCTOBY-
€TbCs B 6ArATLOX NPUCTPOSIX. Y NOPIBHAHHI
3 FPGA ta GPU, apxitextypa CPU mae
OBMexXeHy KinbKiCTb saaep, ONTMMI30BA-
HUX s NOCNIAOBHOI CepiiHoi 06pobKM.
Mpouecopn Arm® mosxyTs 6yTH BUHATKOM
i3 LbOro NPABKNA 30BASKM HALIMHIN peani-
sauii apxitextypu SIMD (Single Instruction
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Multiple Data), ska no3sonsie ORHOYACHO
0BPOBAATU KiNbKA TOYOK ACAHMX, Qe ixXHsl
NPOAYKTUBHICTb BCE OJHO HE MOXE 3piB-
Hatnes 3 GPU a6o FPGA.

O6MmexeHa KinbkiCTb aaep  3HMXYE
edektusHicts pobotn CPU npu napa-
nenbHin 06poBbUI BENMKMX MACKBIB AAHMX,
HEOBXiOHMX 415 HANEXHOrO BUMKOHAHHS
anroputmy LI Apxitektypn FPGA Ta
GPU po3spobnieHi 3 ypaxyBaHHAM iHTEH-
CMBHMX MOXIIMBOCTEI NApanensHoi ob-
pPo6KK, HEOBXIAHMX A WBMAKOrO TA Of-
HOYOCHOTIO BUKOHOHHSA ,D,eKiJ'IbKOX 30BAOCHb.
Mpouecopu FPGA ta GPU moxyTb BrKO-
Hysatu anroputmu LU HabaraTto wenawe,
Hix CPU. Lle osHauae, wo nporpama LI
abo HeMpoHHa Mepexa Byae HaBYATUCH
TG PearyBaATH B Kiflbka PA3iB LUBKALLE HO
FPGA abo GPU nopisHsaro 3 CPU.

CPU matoTb fesaki nouaTkoBi nepesa-
™ B UiHi. [1pM HABYGHHI HEBENUKMX HEM-
POHHUX Mepex 3 OBMexXeHUM Habopom
naHmnx moxHa sukopmctosysatn CPU, ane
ue byae eumaraty Ginbwe yacy. Cucrema
Ha 6asi CPU 6yne npauiosat Habarato
NoBiNbHilLE, HiX cnuctema Ha 6asi FPGA
abo GPU. LLe oaniero nepesaroio piweH-
Ha Ha 6a3i CPU e eHeprocnoxmeaHHs.
Y nopieHsiHHI 3 KoHdirypauielo GPU, CPU
3abe3neuye kpally eHeproedekTUBHICTb.

BucHoBOK ekcneprta

LleHTpanbHuit npouecop € yHiBep-
CQMbHUM «MO3KOMY» Byfb-AKOro Komn'toTe-
pa. OpHaK Cy4acHi npouecopu 3a3HanM
paamkansHmx 3miH. HositHi npouecopw (sin
AMD, Intel, Qualcomm Ta Apple) Tenep
MICTATb CNeuianizaoBaHuit a0k, SKMit Ha3M-
BAETLCA HEMPOHHMM npouecopom (Neural
Processing Unit, NPU).

Boru Havikpalye nigxopats gns:

® OKANbHOTO iHdepeHcy: sanyck LUI-
QCUCTEHTIB, PO3MUTTS GOHY abo Lwy-
MO3arnyLIeHHs Ha HOYTOYLi abo B6y-
LOBAHOMY MPUCTPOI.

e HeBenMKMXx MoBHMX mogenen (Small
Language Models, SLM): sanyck kom-
MNAKTHMX MOBHMKX MO,D,eJ'IelZ, TAKMX 4K
Llama 3 8B, Google Gemma 3 abo
Mistral 7B, nokansHo gna 3a6esneyen-
HS KOHPIAEHUIMHOCTI T ePEKTUBHOCTI.

e cnneckis HaBaHTaxeHHs (Burst Work-
loads): 3aBaaHb, ki HE BUNPABROBYIOTH
BUKOPUCTaHHS eHeproemHoro GPU.

MMigcymox

Mepesara? HocTynHicts Ta edekTus-
HicTb. Akwo y Bac € cyuachuit MK ab6o sby-
AOBAHA NNATA, BM, MMOBIPHO, BXE MAETE
ue obnagHanHa. NPU npusHayenuin ans
BUKOHOHHA TPUBANMUX 3ABAAHbL LUTYYHOrO
IHTENeKTy i3 AyXe HW3bKMM €eHeprocno-

XMBAHHAM (MiniBaTM, G He cOTHi BaTIB),
3BinbHAOYM ocHOoBHMI CPU ana iHwmx
noriynux onepauin i 36epiraioym 3apan
AKyMynaTopa.

Komnpomic? Im 6pakye BenmuyesHoi
napaonenbHOi MOTYXHOCTI AUMCKPETHOTO
GPU. Bu He OGygmete BMKOPMCTOBYBATH
CPU/NPU ans HasuaHHs Benvkoi moaerni,
ane BOHW YyAOBO MiAXOAsTb Ans ii dyHK-
LiOHYBOHHS.

MIHIATIOPHE MALLUHHE
HABYAHHSA (TINY MACHINE
LEARNING, TINYML)

TA MIKPOKOHTPOIJIEPU (MCU)

LtyyHmii iHTenekT Ha 6atapeiini
pPO3MipOM 3 MOHETY

TinyML, wo BBOXAETLCA HACTYMHUM
€TanoM eBOIoLIT PO3BUTKY LUTYYHOTO iH-
TenekTy, Nepexunsae Bypxnunee 3pOCTaH-
He. [MporpaoMM LWITYYHOTrO IHTENEKTY, Lo
npautotots Ha FPGA, GPU ta CPU npoue-
COPAOX, € Ay>XE NOTY>XXHUMMU, Ane iX He MOX-
HO BMKOPMWCTOBYBATM B YCiX KOHTEKCTAX,
TakUX AK MOBINbHI  TenedoHu, APOHM
TQ MOPTATUBHI NPUCTPOI.

3 NOWUPEHHAM NiAKIIIOYEHUX MTPUCTPO-
B BUHMKAE NOTPEOA B NOKABHOMY AHANI3I
LAHMX, WO 3MEHLUYE 30MEXHICTb Bif, XMa-
pu ans nosHoi ¢yHkuioHansHocTi. TinyML
LO€E 3MONy CTBOPIOBATM MOZENI iHpepeHcy
3 HM3bKOIO 3ATPUMKOID, HU3bKMM €eHep-
FOCMOXMBAHHSAM | HM3bKOK MPOMYCKHOIO
3AATHICTIO HO NepUbEpPIfHMX NPUCTPORX,
LLO NPALIOIOTb HO MIKDOKOHTPOMNEPAX.

Cepearbocratuctuynunin CPU cnosxu-
Bae 8ig 65 no 85 Bt enekrtpoeneprii, Toai
ak cepepHbocTatnctuuHmnin GPU cnoxu-
sae s8in 200 npo 500 Br. na nopisHsH-
Hsl, TUNOBUI MIKPOKOHTPOMNEP CMOXMBAE
eHeprilo B Minisatax abo MikposaTax,
O B TMCAYi pasis MeHwe. Taka eHeproe-
dekTmBHICTb 03BONAE NPUCTPOsm TinyML
npauBaTK Big 6atapei NpoTArom THx-
HiB, MiCALIB i HOBITb POKIB, BMKOHYIOUM
NpPW UbOMY 30BACGHHS MALUMHHOMO HOB-
4OHHS Ha nepudepii.

TinyML, 3aBasku migTpumui  Takux
dpenmeopkis, sk TensorFlow Lite, uTensor
i CMSIS-NN Big Arm, o6’eaHye WTydHmi
IHTEeNneKT i HeBenuKi NiAKNoYEHI NPUCTPOI.

lMepesaru TinyML:

o EHeproedektusHictb. MikpokoHTpo-
nepu CNOXMBAIOTb AY>XEe MANO eHeprii,
WO [AE MEepeBarnt B CUCTEMOX AMC-
TQHUIMHOTO KEepPYBAHHSA TA MOBINbHMX
MPUCTPOSIX.

e Husbka satpumka. 3aBasKM NOKAMbHIMA
0bpobui paHux Ha nepudepii, aaHi
HEe NOTPIGHO MepefoBATM B XMAPY
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ons iHpepercy. Lle 3HayHO 3meHwye
30TPUMKY NPUCTPOIO.
e [pueathicts. [JaHi moxyTb 36epiratucs
NIOKANBHO, O HE HO XMOPHMX CEPBEPAX.
e 3MeHwWeHa NPONyCKHA 3AATHICTb. 30B-
O9KM 3MEHLLEHIM 3aNeXHOCTI Bif XMa-
pu ana inbepercy, npobnemn 3 Npo-
MYyCKHOO 3AATHICTIO MIHIMI3YIOTbCS.
Marn6ytHe TinyML i3 BukopucTan-
HAM MIKPDOKOHTPONEPIiB € NePCNEKTUBHUM
O HEBENUKMUX nepudepitHnx npUcTpo-
iB i MPOCTMX BAPIGHTIB 30CTOCYBAHHS,
ne FPGA, GPU a6o CPU He € npuitnsT-
HUMW BAPIQHTAMM.

BuCHOBOK ekcnepTa

He koxHa mporpama wTyyHoro iH-
TenekTy BMMArae OnepauinHoi cuctemm
Linux. TinyML neperocuts malumHHe HOB-
YOHHA HO MIKPOKOHTpONepw (Hanpuknag,
cepito Arm Cortex-M).

Bonu Havikpale nigxoaats ans:

e nopratueHux npuctpois (Wearables):
CMOPT-TOAMHHWKIB Ta PiTHEC-TPEKEPIB;

® [IPOrHO3HOro TexHiuHoro obcnyrosy-
BaHHs (Predictive Maintenance): patuu-
KiB BIOpALT HO ABUIYHOX, SIKi BUABAAIOTL
HEeCMPABHOCTI A0 iX BUHUKHEHHS;

e posymHoro GymmnHky (Smart Home):
PO3MI3HABAHHS TFOIOCOBUX KOMAHL
(BMSABNEHHS KIIOYOBMX CHiB) y BUMMKO-
yax ceitna.

lMigcymok

[Mepesara? Ekcrpemansia edektus-
victe (Extreme Efficiency). Ui npuctpoi
NPALIOIOTE MPALOIOTL Y AIANA30HI MiNiBAT
abo MmikposaT. BoHu moxyTb npauosatu
HA NPOCTUX MOoLenax WTy4HOro iHTeJ'IeKT\/
Bin 6atapei iy «TabneTka» POKaMM.

KJ1IO4OBI BUCHOBKHU

o [lpunuHiTL WYKATM OAMH «HaMKpa-
Wwui» uMn. PuHok dparmeHTysaBscs.
«Harkpawmity  unn nosHicTio 3ane-
XUTb BIJ:I, TOro, Y1 BU HOBYAETE MOOENb
(GPU), uu sanyckaete ii (FPGA/NPU).

e 3aTpUMKA NPOTM NPOMYCKHOI 34ATHO-
cti. wo Bam noTpibHo oaHOYACHO 06-
pobnatn 1000 sigeonotokis, BubepiTh
GPU. 9kwo Bam notpibHO npuitHATH
PILUEHHA HA OCHOBI OJHOrO BifEOMNO-
TOKy 30 1 MinicekyHay, wo6 3anobirtu
asapii pobota, subepits FPGA.

e 3pocranHs nonynspHocti NPU. [ns
CMOXMBUYMX | 3ATANbHUX B6yﬂ,OBOHVIX
BAPIGHTIE 30CTOCYBAHHS KOMBIHALA
CPU+NPU crae HoOBMM CTAHAQPTOM,
wo 3abesnedye 6aNaHC Mix Npoayk-
TmBHICTIO Ta eHeproedekTmeHicTio. (N
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